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Distributed caching adapters for Nebulex.
This package provides adapters for building distributed cache topologies
on top of Nebulex. Each adapter wraps a local cache adapter (e.g.,
Nebulex.Adapters.Local) and adds a distributed layer on top of it.
Adapters
	Nebulex.Adapters.Partitioned - Partitioned cache topology where
data is sharded across cluster nodes using consistent hashing.
Each node owns a subset of the keyspace, providing linear
scalability and single-hop point-to-point operations.

	Nebulex.Adapters.Multilevel - Multi-level (near) cache topology
with a hierarchy of cache layers (e.g., L1 local + L2 distributed).
Reads check levels in order for fast local hits with fallback to
slower shared layers. Writes use a write-through policy.

	Nebulex.Adapters.Coherent - Local cache with distributed
invalidation via Nebulex.Streams. Each node maintains its
own independent local cache for maximum read performance;
entries are only present on nodes that have fetched them.
Writes broadcast invalidation events across the cluster so
other nodes delete stale entries and fetch fresh data on
the next read.

	Nebulex.Adapters.Replicated - Push-based replicated cache
topology where writes are eagerly replicated to all nodes via
buffered RPC.


Choosing an Adapter
	Aspect	Partitioned	Multilevel	Coherent	Replicated
	Data location	Sharded across nodes	L1 local + L2 shared	Independent per node	Full copy on every node
	Read performance	Network hop required	L1 fast, L2 slower	Fastest (pure local)	Fastest (pure local)
	Write behavior	Remote write to owner	Write through levels	Local + invalidation	Local + push to all peers
	Consistency	Strong (single owner)	Varies by config	Eventual	Eventual
	Network overhead	Medium	Medium to high	Low (invalidations)	Medium (batched RPCs)
	Best for	Large datasets	Tiered access patterns	Read-heavy workloads	Read-heavy, small datasets

Installation
Add :nebulex_distributed to your dependencies in mix.exs:
def deps do
  [
    {:nebulex_distributed, "~> 3.0"},
    {:telemetry, "~> 0.4 or ~> 1.0"}, # For observability and monitoring
    {:decorator, "~> 1.4"},           # For declarative caching
  ]
end
The :telemetry (observability and monitoring cache operations) and
:decorator (declarative caching) dependencies are optional but highly
recommended.
See each adapter's documentation for configuration and usage details.
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Adapter module for the coherent cache topology.
Features
	Local cache with distributed invalidation across cluster nodes.
	Automatic cache invalidation via Nebulex.Streams.
	Configurable primary storage adapter.
	Maximum read performance (pure local lookups).

Coherent Cache Topology
The coherent adapter provides a "local cache with distributed invalidation"
pattern. Each node maintains its own independent local cache, but writes
trigger invalidation events across the cluster via Nebulex.Streams.
Key characteristics:
	Local Storage: Each node has a full local cache. All read operations
are served directly from the local cache with no network overhead.

	Distributed Invalidation: When a cache entry is modified (inserted,
updated, or deleted), an event is broadcast to all nodes in the cluster.
Other nodes invalidate (delete) that entry from their local caches.

	Eventual Consistency: After invalidation, the next read on other
nodes results in a cache miss, forcing a fresh fetch from the
System-of-Record (SoR).

	Write-Invalidate Protocol: Only invalidation events are broadcast,
not the actual values. This minimizes network overhead.


How It Works
Node A                          Node B                          Node C
┌──────────────┐               ┌──────────────┐               ┌──────────────┐
│ Local Cache  │               │ Local Cache  │               │ Local Cache  │
└──────┬───────┘               └──────┬───────┘               └──────┬───────┘
       │                              │                              │
       └──────────────┬───────────────┴──────────────┬───────────────┘
                      │                              │
               ┌──────┴──────┐                ┌──────┴──────┐
               │   Streams   │◄──────────────►│ Invalidator │
               │  (PubSub)   │                │  (Workers)  │
               └─────────────┘                └─────────────┘
The process:
	Node A modifies a cache entry (e.g., Cache.put("key", value)).
	The local cache stores the value and emits a cache event.
	Nebulex.Streams broadcasts the event via Phoenix.PubSub.
	The Nebulex.Streams.Invalidator on Nodes B and C receives the event.
	The Invalidator deletes "key" from the local caches on B and C.
	Next read on B or C: cache miss → fetch fresh from SoR.

When to Use
The coherent adapter is ideal for:
	Read-Heavy Workloads: Maximum read performance since all reads are
local.
	Configuration/Reference Data: Data that rarely changes but must be
consistent when it does.
	Session Caches: When each node primarily serves its own sessions
but needs consistency for shared data.
	Simple Distributed Caching: When you want the simplicity of local
caching with basic distributed consistency.

Comparison with Other Adapters
	Aspect	Coherent	Partitioned	Multilevel
	Data Location	Independent per node	Sharded across nodes	L1 local + L2 shared
	Read Performance	Fastest (local)	Network hop required	L1 fast, L2 slower
	Write Behavior	Local + invalidation broadcast	Remote write to owner	Write through levels
	Consistency	Eventual (after invalidation)	Strong (single owner)	Varies by config
	Network Overhead	Low (only invalidations)	Medium (data transfer)	Medium to High

Primary Storage Adapter
This adapter depends on a local cache adapter (primary storage), adding a
distributed invalidation layer on top of it. You don't need to manually
define the primary storage cache; the adapter initializes it automatically
as part of the supervision tree.
The :primary_storage_adapter option (defaults to Nebulex.Adapters.Local)
configures which adapter to use for the local storage. Options for the
primary adapter can be specified via the :primary configuration option.
Usage
The cache expects the :otp_app and :adapter as options when used.
The :otp_app should point to an OTP application with the cache
configuration. Optionally, you can configure the desired primary storage
adapter with the option :primary_storage_adapter (defaults to
Nebulex.Adapters.Local). See the compile time options for more information:
	:primary_storage_adapter (atom/0) - The adapter module used for the primary (local) storage on each cluster
node. The coherent adapter wraps this local adapter and adds distributed
invalidation on top of it using Nebulex.Streams. This option allows you
to choose which adapter to use for the local storage. The configuration
for the primary adapter is specified via the :primary start option. The default value is Nebulex.Adapters.Local.

For example:
defmodule MyApp.CoherentCache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Coherent
end
Providing a custom :primary_storage_adapter:
defmodule MyApp.CoherentCache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Coherent,
    adapter_opts: [primary_storage_adapter: Nebulex.Adapters.Local]
end
Configuration in config/config.exs:
config :my_app, MyApp.CoherentCache,
  primary: [
    gc_interval: :timer.hours(12),
    max_size: 1_000_000
  ],
  stream_opts: [
    partitions: System.schedulers_online()
  ]
Add the cache to your supervision tree:
def start(_type, _args) do
  children = [
    {MyApp.CoherentCache, []},
    ...
  ]

  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end
See Nebulex.Cache for more information.
Configuration Options
This adapter supports the following configuration options:
	:primary (keyword/0) - Configuration options passed to the primary storage adapter specified via
:primary_storage_adapter. The available options depend on which adapter
you choose. Refer to the documentation of your chosen primary storage
adapter for the complete list of supported options. The default value is [].

	:stream_opts (keyword/0) - Configuration options for the event stream used for distributed
invalidation. The stream broadcasts cache events (inserts, updates,
deletes) to all nodes in the cluster, enabling automatic invalidation
of stale entries.
Note: The following options are set automatically by the adapter
and cannot be overridden:
	:cache - Derived from the cache module.
	:name - Derived from the cache instance name.
	:broadcast_fun - Set to :broadcast_from to avoid self-invalidation.

The default value is [].
	:pubsub (atom/0) - The Phoenix.PubSub instance to use for event broadcasting.
Defaults to Nebulex.Streams.PubSub. You can provide a custom PubSub
instance if you want to use your application's existing PubSub. The
specified PubSub must be started in your supervision tree.
The default value is Nebulex.Streams.PubSub.

	:backoff_initial (non_neg_integer/0) - Initial backoff time in milliseconds for listener re-registration.
When the stream server fails to register the event listener, it will
wait this amount of time before retrying. The backoff time increases
exponentially up to :backoff_max.
The default value is 1000.

	:backoff_max (timeout/0) - Maximum backoff time in milliseconds for listener re-registration.
When retrying failed listener registration, the backoff time will not
exceed this value.
The default value is 30000.

	:partitions (pos_integer/0) - Number of partitions for parallel event processing.
When provided, events are divided into this many independent
sub-streams, allowing multiple invalidator workers to process events
in parallel. Each partition has its own topic and worker.
Typical values:
	Omit or 1: Low event volume (single worker handles all events).
	System.schedulers_online(): CPU-bound event processing.
	System.schedulers_online() * 2: I/O-bound event processing.


	:hash (Nebulex.Streams.hash/0) - Custom hash function for routing events to partitions.
This function receives a Nebulex.Event.CacheEntryEvent and returns
either:
	A partition number (0 to partitions-1): routes the event to that
partition.
	:none: discards the event entirely.

Defaults to Nebulex.Streams.default_hash/1 which uses phash2 for
even distribution.
The hash function is only used when :partitions is configured.
The default value is &Nebulex.Streams.default_hash/1.




Telemetry Events
Since the coherent adapter depends on the configured primary storage cache
(which uses a local cache adapter), this one will also emit Telemetry events.
Additionally, Nebulex.Streams and Nebulex.Streams.Invalidator emit their
own telemetry events for monitoring the invalidation process.
For example, the cache defined before MyApp.CoherentCache will emit:
	[:my_app, :coherent_cache, :command, :start]
	[:my_app, :coherent_cache, :primary, :command, :start]
	[:my_app, :coherent_cache, :command, :stop]
	[:my_app, :coherent_cache, :primary, :command, :stop]

Additionally, stream and invalidator events:
	[:nebulex, :streams, :listener_registered]
	[:nebulex, :streams, :broadcast]
	[:nebulex, :streams, :invalidator, :started]
	[:nebulex, :streams, :invalidator, :invalidate, :start]
	[:nebulex, :streams, :invalidator, :invalidate, :stop]

See the Telemetry guide and
Nebulex.Streams documentation for more information.
Extended API
This adapter provides some additional convenience functions to the
Nebulex.Cache API.
Retrieving the primary storage or local cache module:
MyCache.__primary__()
Best Practices
	Use for read-heavy workloads: The coherent adapter excels when reads
far outnumber writes.

	Configure partitions for high write volumes: If you have many
concurrent writes, use :partitions in :stream_opts to parallelize
invalidation processing.

	Ensure PubSub connectivity: The adapter relies on Phoenix.PubSub for
event distribution. Ensure your cluster nodes can communicate via PubSub.

	Handle cache misses gracefully: After invalidation, reads result in
cache misses. Ensure your application can fetch fresh data from the SoR.

	Monitor invalidation latency: Use telemetry events to monitor how
quickly invalidations propagate across the cluster.


Caveats
	Eventual Consistency Window: There is a latency between when a write
occurs on one node and when the invalidation is processed on other nodes.
During this window, other nodes may serve stale data. The duration depends
on network latency and PubSub message delivery. For most use cases this is
negligible, but time-sensitive applications should account for this.

	Memory Usage: Each node maintains its own independent local cache.
This is not full data replication; nodes only cache data they have locally
accessed or written. Memory usage depends on each node's access patterns
and the primary adapter's configuration (e.g., :max_size, :gc_interval).
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Adapter module for the multi-level cache topology.
The Multi-level adapter is a simple layer that works on top of a local or
distributed cache implementation, enabling a cache hierarchy by levels.
Multi-level caches generally operate by checking the fastest,
level 1 (L1) cache first; if it hits, the adapter proceeds at
high speed. If that first cache misses, the next fastest cache
(level 2, L2) is checked, and so on, before accessing external
memory (that can be handled by a cacheable decorator).
For write functions, the "Write Through" policy is applied by default;
this policy ensures that the data is stored safely as it is written
throughout the hierarchy. However, it is possible to force the write
operation in a specific level (although it is not recommended) via
:level option, where the value is a positive integer greater than 0.
How Multi-Level Caches Work
A multi-level cache is organized in a hierarchy of cache layers, where each
layer is typically faster but smaller than the next. The most common pattern
is a near-cache topology with two levels:
	L1 (Level 1): Local cache - Fast, in-process, limited size. Examples:
Nebulex.Adapters.Local.
	L2 (Level 2): Distributed/remote cache - Slower, shared across nodes,
larger capacity. Examples: Nebulex.Adapters.Partitioned, Redis, etc.

Multi-level caches provide performance improvement by reducing latency
for frequently accessed data (served from L1) while maintaining large capacity
through the L2 layer.
                   ┌──────────────┐
                   │    Client    │
                   └──────┬───────┘
                          │
                 ┌────────┴─────────┐
                 │    L1 (Local)    │◄── Fast, limited size
                 └────────┬─────────┘
                          │
                 ┌────────┴─────────┐
                 │ L2 (Distributed) │◄── Slower, larger capacity
                 └──────────────────┘

Read:  L1 → L2 (replicate back on hit, inclusive mode)
Write: L1 → L2 (write-through to all levels)
Cache Lookup (Read Operations)
When you perform a read operation (e.g., get, fetch), the adapter
checks the cache levels in order (L1 → L2 → L3, etc.) and returns the value
from the first level that contains it:
	Check L1 (fast, local cache).
	If found → Return immediately.
	If not found → Check L2.
	If found in L2 → Return and replicate to L1 (if inclusive mode).
	If not found → Check L3, L4, etc.
	If not found in any level → Return error or miss.

This single-hop lookup pattern ensures you always get data from the
fastest available level while maintaining a fallback to slower (but larger)
levels.
Example:
	Request for key "user:123"
	L1 miss (not in local cache)
	L2 hit (found in distributed cache)
	Value returned to client
	In inclusive mode: value is replicated back to L1 for future requests

Write-Through Policy
The multi-level adapter uses a Write-Through policy for write operations.
This means data is written to all levels synchronously before returning
to the caller:
	Write to L1 (local cache).
	Write to L2 (distributed cache).
	Write to L3, L4, etc. (if any)
	Return to caller.

This ensures:
	Consistency: Data is immediately available in all levels.
	Safety: Data survives L1 failures (protected in L2).
	Simplicity: No complex cache invalidation logic needed.

Trade-off: Write operations are slower because they must complete on
all levels before returning. However, this is typically acceptable when:
	Read operations are usually more frequent.
	Distributed writes are less latency-sensitive than reads.
	Consistency guarantees are worth the cost.

Failure Handling: If a write fails at any level, the operation stops
(fail-fast). Partially written data at earlier levels is not rolled back
(atomic writes are not guaranteed across levels).
Replication in Inclusive Mode
When using the :inclusive policy (default), data can exist in multiple
levels simultaneously. The adapter automatically replicates data backward
(from slower to faster levels) during reads:
	Inclusive mode: Same key can exist in L1, L2, and L3 simultaneously.
	Exclusive mode: Same key can exist in only one level at a time.

Inclusive Mode Workflow
	Read (inclusive mode):
	Check L1, L2, L3 in order.
	If found in L2 (not in L1) → Replicate to L1.
	Future requests hit L1 (faster).


	Write (inclusive mode):
	Write to L1, L2, L3 (all levels).
	Future reads hit L1 (fastest).


	Eviction (inclusive mode):
	L1 evicts a key (e.g., due to size limit).
	Key still exists in L2.
	Next read finds it in L2 and replicates it back to L1.



Exclusive Mode Workflow
	Read (exclusive mode):
	Find key in L2.
	Return value (do NOT replicate to L1).


	Write (exclusive mode):
	Write to L1, L2, L3 (write-through still applies).
	Data exists in all levels.


	Eviction (exclusive mode):
	L1 evicts a key.
	L2 still has it.
	Next read must go to L2 (no replication).



Choosing the Right Mode
	Inclusive (default): Good for hot-spot data patterns.
	Pro: Faster subsequent reads (hot data stays in L1).
	Con: More memory usage (duplicated in multiple levels).
	Con: get_all is slower (requires per-entry replication).


	Exclusive: Good for large data sets or strict memory limits.
	Pro: Less memory usage (data exists once).
	Con: Slower reads after eviction (must fetch from L2).
	Con: More complex consistency management.



TTL (Time-To-Live) Handling
TTL values are per-level and independent:
	Each level has its own TTL for the same key.
	When writing with TTL, the same TTL is applied to all levels.
	Each level independently expires the entry.
	In inclusive mode: If L1 expires but L2 still has it, next read
replicates from L2 back to L1 with remaining TTL.

Why TTL is Per-Level
Each cache level uses a different adapter with its own eviction policy.
For example:
	L1 (Nebulex.Adapters.Local): TTL is evaluated on-demand during
reads and via a garbage collector that periodically removes expired
entries and creates new generations. Behavior is controlled by
gc_interval option.

	L2 (Nebulex.Adapters.Partitioned or Redis): TTL is handled by the
underlying distributed cache. Redis, for example, uses its own TTL
expiration mechanism which may differ from the local adapter's approach.


Because each adapter manages TTL differently, the expiration timing and
behavior can vary significantly across levels:
	L1 may expire entries within seconds (controlled by GC interval).
	L2 may expire entries at slightly different times (depends on Redis TTL).
	A key can exist in L2 but be expired in L1.
	The remaining TTL is automatically synchronized when data is replicated
during reads.

This independence is intentional and necessary because:
	Different adapters have different TTL mechanisms.
	Forcing synchronized TTL across levels would require complex coordination.
	Allowing independent TTL gives each adapter control over its eviction.
	The cost is acceptable because reads automatically sync TTL through
replication.

This means:
	Data can be available in L2 even after L1 expires it.
	Evictions are independent per level and controlled by each adapter.
	TTL synchronization happens automatically during reads
(in inclusive mode).

We can define a multi-level cache as follows:
defmodule MyApp.Multilevel do
  use Nebulex.Cache,
    otp_app: :nebulex,
    adapter: Nebulex.Adapters.Multilevel

  defmodule L1 do
    use Nebulex.Cache,
      otp_app: :nebulex,
      adapter: Nebulex.Adapters.Local
  end

  defmodule L2 do
    use Nebulex.Cache,
      otp_app: :nebulex,
      adapter: Nebulex.Adapters.Partitioned
  end
end
Where the configuration for the cache and its levels must be in your
application environment, usually defined in your config/config.exs:
config :my_app, MyApp.Multilevel,
  inclusion_policy: :inclusive,
  levels: [
    {
      MyApp.Multilevel.L1,
      gc_interval: :timer.hours(12)
    },
    {
      MyApp.Multilevel.L2,
      primary: [
        gc_interval: :timer.hours(12)
      ]
    }
  ]
If your application was generated with a supervisor (by passing --sup
to mix new) you will have a lib/my_app/application.ex file containing
the application start callback that defines and starts your supervisor.
You just need to edit the start/2 function to start the cache as a
supervisor on your application's supervisor:
def start(_type, _args) do
  children = [
    {MyApp.Multilevel, []},
    ...
  ]
See Nebulex.Cache for more information.
Options
This adapter supports the following options and all of them can be given via
the cache configuration:
	:stats (boolean/0) - Enables or disables cache statistics collection (default: enabled).
When enabled, collects hit/miss/write statistics available via the
info() command. Statistics are collected per-level and aggregated at
the multi-level cache level. See the "Info API"
section for details on how to access cache statistics.
The default value is true.

	:levels (non-empty keyword/0) - Required. Defines the cache hierarchy as a non-empty keyword list of cache levels.
Each element must be a tuple of {cache_module, opts} where:
	cache_module - The cache module to use for this level
(e.g., MyApp.Multilevel.L1, MyApp.Multilevel.L2).
	opts - Keyword list of options passed to that cache's
start_link/1.

Level Ordering: The order of elements determines the hierarchy:
	First element = L1 (fastest, checked first)
	Second element = L2 (slower, larger capacity)
	Nth element = LN (slowest, largest capacity)

Example:
levels: [
  {MyApp.Multilevel.L1, gc_interval: :timer.hours(12)},
  {MyApp.Multilevel.L2, primary: [gc_interval: :timer.hours(12)]}
]
This option is required. If not set or empty, the adapter raises an
exception. Each level must be a different cache module instance.

	:inclusion_policy - Specifies whether the same data can exist in multiple cache levels
simultaneously (default: inclusive).
:inclusive - Same key can exist in L1, L2, L3, etc. simultaneously.
On read, if found in L2 but not L1, automatically replicate back to L1
for faster future reads. Trade-off: Uses more memory (data duplicated
in multiple levels). The get_all operation is slower because each entry
requires per-entry replication. Use the :replicate option to skip
replication if needed.
:exclusive - Same key can exist in only one level at a time. On read,
return value WITHOUT replicating to L1. Trade-off: Reads after L1
eviction must fetch from slower levels. Good for large datasets or
strict memory constraints.
See the "How Multi-Level Caches Work"
section for detailed examples and workflow diagrams.
The default value is :inclusive.


Shared options
Almost all of the cache functions outlined in Nebulex.Cache module
accept the following options:
	:timeout (timeout/0) - The time in milliseconds to wait for a command to complete. Set to
:infinity to wait indefinitely.
Note: The timeout applies to each level independently.
The default value is 5000.

	:level (pos_integer/0) - An integer greater than 0 that specifies the cache level to execute the
operation on.
WARNING
Using this option breaks the multi-level cache semantics
and is not recommended for normal operations. It's primarily useful
for:
	Debugging and testing.
	Administrative tasks.
	Advanced use cases where you need direct level access.



Queryable API options
The following options apply to get_all, count_all, delete_all,
and stream commands:
	:replicate (boolean/0) - Controls whether entries are replicated backward during get_all
operations (default: replicate).
Applies only to get_all when using :inclusive inclusion policy.
When enabled, entries found in L2 are automatically replicated back to L1
for faster future reads. Trade-off: Each entry requires a replication
operation. When disabled, entries are returned without replicating to L1,
which is faster for bulk reads where replication is unnecessary.
Example - Fast bulk read without L1 replication:
MyCache.get_all(:user_ids, replicate: false)
This only affects get_all. Regular get always respects the inclusion
policy. Ignored when using :exclusive policy (no replication occurs).
The default value is true.

	:on_error (:raise | :nothing) - Controls error handling during queryable operations (get_all,
count_all, delete_all, stream).
:raise - Raise an exception if any error occurs on any level. Fail-fast
with no partial results. Use for correctness-critical operations where you
need guarantee of success or explicit failure.
:nothing - Skip errors silently and continue processing. Returns partial
results from levels that succeeded. Use for large bulk reads, analytics,
or best-effort operations where partial results are acceptable.
Errors can occur from network issues (RPC timeout), level failures,
unavailability, or data corruption.
The default value is :raise.


Telemetry events
The multi-level adapter emits Telemetry events for itself and for each
configured cache level. By default, each level gets a unique telemetry
prefix derived from its module name, making events naturally distinguishable.
Default Behavior
Each cache level is a separate module (e.g., MyApp.Multilevel.L1,
MyApp.Multilevel.L2), so each gets a unique telemetry prefix by default:
defmodule MyApp.Multilevel do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Multilevel

  defmodule L1 do
    use Nebulex.Cache,
      otp_app: :my_app,
      adapter: Nebulex.Adapters.Local
  end

  defmodule L2 do
    use Nebulex.Cache,
      otp_app: :my_app,
      adapter: Nebulex.Adapters.Partitioned
  end
end
With this setup, events are naturally separated by module:
	Multilevel adapter: [:my_app, :multilevel, :command, :start]
	L1 cache (Local): [:my_app, :multilevel, :l1, :command, :start]
	L2 cache (Partitioned): [:my_app, :multilevel, :l2, :command, :start]
	L2 primary storage: [:my_app, :multilevel, :l2, :primary, :command, :start]

This default behavior is already good for distinguishing events based on
which cache level emitted them.
Custom Telemetry Prefixes (Optional)
If you want to override the default prefix for a level, use the optional
:telemetry_prefix option:
config :my_app, MyApp.Multilevel,
  levels: [
    {MyApp.Multilevel.L1, telemetry_prefix: [:my_app, :cache, :l1]},
    {MyApp.Multilevel.L2, telemetry_prefix: [:my_app, :cache, :l2]}
  ]
This is useful if you want:
	A different naming convention for your telemetry events.
	To aggregate events from multiple caches under a common prefix.
	To match an existing telemetry structure in your application.

Events for Distributed L2 Adapters
If L2 uses a distributed adapter like Nebulex.Adapters.Partitioned, you
also get events from its primary storage:
MyApp.Multilevel.get(key)
# Emits (with default prefixes):
#   [:my_app, :multilevel, :command, :start]        # Multilevel wrapper
#   [:my_app, :multilevel, :l1, :command, :start]   # L1
#   [:my_app, :multilevel, :l2, :command, :start]   # L2 wrapper
#   [:my_app, :multilevel, :l2, :primary, :command, :start]  # L2 primary
Refer to the Telemetry guide
for complete information on Nebulex Telemetry events and how to attach
handlers.
Info API
As explained above, the multi-level adapter uses the configured cache levels.
Therefore, the information provided by the info command will depend on the
adapters configured for each level. The Nebulex built-in adapters support the
recommended keys :server, :memory, and :stats. Additionally, the
multi-level adapter supports:
	:levels_info - A list with the info map for each cache level.

For example, the info for MyApp.Multilevel may look like this:
iex> MyApp.Multilevel.info!()
%{
  memory: %{total: nil, used: 206760},
  server: %{
    cache_module: MyApp.Multilevel,
    cache_name: :multilevel_inclusive,
    cache_adapter: Nebulex.Adapters.Multilevel,
    cache_pid: #PID<0.998.0>,
    nbx_version: "3.0.0"
  },
  stats: %{
    hits: 0,
    misses: 0,
    writes: 0,
    evictions: 0,
    expirations: 0,
    deletions: 0,
    updates: 0
  },
  levels_info: [
    %{
      memory: %{total: nil, used: 68920},
      server: %{
        cache_module: MyApp.Multilevel.L1,
        cache_name: MyApp.Multilevel.L1,
        cache_adapter: Nebulex.Adapters.Local,
        cache_pid: #PID<0.1000.0>,
        nbx_version: "3.0.0"
      },
      stats: %{
        hits: 0,
        misses: 0,
        writes: 0,
        evictions: 0,
        expirations: 0,
        deletions: 0,
        updates: 0
      }
    },
    %{
      memory: %{total: nil, used: 68920},
      nodes: [:"node1@127.0.0.1"],
      server: %{
        cache_module: MyApp.Multilevel.L2,
        cache_name: MyApp.Multilevel.L2,
        cache_adapter: Nebulex.Adapters.Partitioned,
        cache_pid: #PID<0.1015.0>,
        nbx_version: "3.0.0"
      },
      stats: %{
        hits: 0,
        misses: 0,
        writes: 0,
        evictions: 0,
        expirations: 0,
        deletions: 0,
        updates: 0
      },
      nodes_info: %{
        "node1@127.0.0.1": %{
          memory: %{total: nil, used: 68920},
          server: %{
            cache_module: MyApp.Multilevel.L2.Primary,
            cache_name: MyApp.Multilevel.L2.Primary,
            cache_adapter: Nebulex.Adapters.Local,
            cache_pid: #PID<0.1017.0>,
            nbx_version: "3.0.0"
          },
          stats: %{
            hits: 0,
            misses: 0,
            writes: 0,
            evictions: 0,
            expirations: 0,
            deletions: 0,
            updates: 0
          }
        }
      }
    }
  ]
}
Extended API
This adapter provides some additional convenience functions to the
Nebulex.Cache API.
inclusion_policy/0,1
Returns the inclusion policy of the cache.
iex> MyCache.inclusion_policy()
:inclusive
Near cache topology example
The multi-level adapter can be used to implement a near-cache topology
with different types of cache backends. The most common pattern is L1 (local,
fast) + L2 (distributed, larger capacity).
L1 (Local) + L2 (Redis or External Cache)
Instead of using Nebulex.Adapters.Partitioned for L2, you can use any
external cache system via its adapter. For example, with Redis:
defmodule MyApp.NearCache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Multilevel

  defmodule L1 do
    use Nebulex.Cache,
      otp_app: :my_app,
      adapter: Nebulex.Adapters.Local
  end

  defmodule L2 do
    use Nebulex.Cache,
      otp_app: :my_app,
      adapter: Nebulex.Adapters.Redis
  end
end
Configuration:
config :my_app, MyApp.NearCache,
  levels: [
    {MyApp.NearCache.L1, gc_interval: :timer.hours(1), max_size: 10_000},
    {MyApp.NearCache.L2, conn_opts: [host: "localhost", port: 6379]}
  ]
This topology provides:
	L1 (Local): In-process cache with fast micro-second latency.
	L2 (Redis): Shared across nodes, larger capacity, multi-millisecond
latency.

Benefits:
	Hot data is served from L1 (very fast).
	Cold data fetches from Redis L2, then cached in L1 on next access.
	Data survives node restarts (in Redis).
	Works across multiple nodes with a shared Redis instance.

Use case: Web applications where you want blazing-fast L1 performance for
frequently accessed data while using Redis for distributed, shared storage.
Transactions
The multilevel adapter supports distributed transactions via
Nebulex.Distributed.Transaction, which uses Erlang's :global module for
cluster-wide lock coordination.
Automatic Node Detection: When using transactions with multilevel caches,
the adapter automatically detects distributed levels (e.g., partitioned or
replicated caches) and ensures locks are acquired across all relevant cluster
nodes. This means you don't need to manually specify nodes when using
distributed levels.
Example:
# Multilevel cache with local L1 and partitioned L2
MyApp.Multilevel.transaction(fn ->
  # Locks are automatically set across all partitioned cache nodes
  counter = MyApp.Multilevel.get!(:counter, default: 0)
  MyApp.Multilevel.put!(:counter, counter + 1)
end, keys: [:counter])
Recommendation: Always specify the :keys option to enable fine-grained
locking and maximize concurrency. Without keys, a global lock is used which
serializes all transactions.
See Nebulex.Distributed.Transaction for more information about transaction
options, behavior, and performance considerations.
CAVEATS
Because this adapter reuses other existing/configured adapters, it inherits
all their limitations too. Therefore, it is highly recommended to check the
documentation of the adapters to use.
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Adapter module for the partitioned cache topology.
Features
	Partitioned cache topology (Sharding Distribution Model).
	Consistent hashing via ExHashRing for distributing keys across cluster
nodes.
	Automatic cluster membership management using Erlang's :pg
(process groups).
	Support for distributed transactions via Nebulex.Distributed.Transaction,
using Erlang's :global module for cluster-wide lock coordination. See
Nebulex.Distributed.Transaction for transaction options and examples.
	Configurable primary storage adapter.

Partitioned Cache Topology
There are several key points to consider about a partitioned cache:
	Partitioned: The data in a distributed cache is spread out over
all the servers in such a way that no two servers are responsible for
the same piece of cached data. This means that the size of the cache
and the processing power associated with the management of the cache
can grow linearly with the size of the cluster. Also, it means that
operations against data in the cache can be accomplished with a
"single hop," in other words, involving at most one other server.

	Load-Balanced:  Since the data is spread out evenly over the
servers, the responsibility for managing the data is automatically
load-balanced across the cluster.

	Ownership: Exactly one node in the cluster is responsible for each
piece of data in the cache.

	Point-To-Point: The communication for the partitioned cache is all
point-to-point, enabling linear scalability.

	Location Transparency: Although the data is spread out across
cluster nodes, the exact same API is used to access the data, and the
same behavior is provided by each of the API methods. This is called
location transparency, which means that the developer does not have to
code based on the topology of the cache, since the API and its behavior
will be the same with a local cache, a replicated cache, or a distributed
cache.

	Failover: Failover of a distributed cache involves promoting backup
data to be primary storage. When a cluster node fails, all remaining
cluster nodes determine what data each holds in backup that the failed
cluster node had primary responsible for when it died. Those data becomes
the responsibility of whatever cluster node was the backup for the data.
However, this adapter does not provide fault-tolerance implementation,
each piece of data is kept in a single node/machine (via sharding), then,
if a node fails, the data kept by this node won't be available for the
rest of the cluster members.


Based on "Distributed Caching Essential Lessons" by Cameron Purdy
and Coherence Partitioned Cache Service.
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Consistent Hashing and Key Distribution
The adapter uses ExHashRing to implement consistent hashing, which maps keys
to nodes in a way that minimizes data redistribution when the cluster topology
changes.
How key distribution works
The process is as follows:
	Virtual Nodes (Vnodes): Each physical node in the cluster is assigned
a set of virtual nodes (vnodes) in the hash ring. This enables even
distribution of keys across the cluster.

	Key Hashing: When a key is accessed, its hash value (computed using
erlang:phash2/1) is used to find the corresponding vnode in the ring.

	Node Lookup: ExHashRing.Ring finds the node responsible for that
vnode, which becomes the target for the operation.

	RPC Routing: The request is sent to the target node via RPC (remote
procedure call) to read or write the cached value.


Benefits of consistent hashing
	Minimal Key Redistribution: When nodes join or leave, only a fraction
of keys are redistributed to other nodes (proportional to the change in
cluster size).
	Even Distribution: Keys are evenly spread across all nodes in the
cluster.
	Predictable Mapping: The same key always maps to the same node,
ensuring cache hits across the cluster.
	Efficient Lookup: Hash ring lookups are O(log n) in terms of vnodes.

Cluster Membership Management
The adapter maintains a distributed view of the hash ring across all cluster
nodes using two key components:
Process Groups (:pg)
The adapter uses Erlang's built-in :pg (process groups) module to track
cluster membership. When a partitioned cache is started:
	The cache supervisor PID is registered in a :pg group named after the
cache (e.g., the :name option or the cache module name).
	All nodes with the same cache running join the same group.
	When a node joins or leaves the cluster, :pg automatically notifies all
members subscribed to that group.

Ring Monitor
The Nebulex.Distributed.RingMonitor is a GenServer that:
	Subscribes to Cluster Changes: Uses
Nebulex.Distributed.Cluster.monitor_scope/0 to subscribe to all
:pg group changes via :pg.monitor_scope/1.

	Handles Join/Leave Events: When nodes join or leave a group,
RingMonitor receives {:join, group, pids} and {:leave, group, pids}
messages and updates the ExHashRing.Ring state accordingly.

	Maintains Ring Consistency: Keeps the hash ring in sync with the
current cluster topology by adding/removing nodes from the ring.


Handling Race Conditions During Startup
During initial cluster formation, multiple nodes may start simultaneously,
leading to race conditions where some nodes miss join events from others.
To solve this, the RingMonitor uses a periodic rejoin mechanism:
	Rejoin Interval: The :rejoin_interval option (default: 30 seconds)
specifies an interval at which the RingMonitor periodically rejoins
the :pg group.

	Idempotent Joins: Since :pg treats duplicate joins as idempotent, a
node can safely rejoin without negative side effects.

	Forced Ring Updates: Each periodic rejoin triggers :join events that
force all nodes to update their ring view, ensuring eventual consistency
even if some initial join events were missed.


This mechanism ensures that all nodes have a consistent view of the ring, even
in the face of concurrent startups or transient network issues.
Primary Storage Adapter
This adapter depends on a local cache adapter (primary storage), adding a
distributed layer on top of it. You don't need to manually define the primary
storage cache; the adapter initializes it automatically as part of the
supervision tree.
The :primary_storage_adapter option (defaults to Nebulex.Adapters.Local)
configures which adapter to use for the local storage on each node. Options
for the primary adapter can be specified via the :primary configuration option.
Usage
The cache expects the :otp_app and :adapter as options when used.
The :otp_app should point to an OTP application with the cache
configuration. Optionally, you can configure the desired primary
storage adapter with the option :primary_storage_adapter
(defaults to Nebulex.Adapters.Local). See the compile time options
for more information:
	:primary_storage_adapter (atom/0) - The adapter module used for the primary (local) storage on each cluster
node. The partitioned adapter is a distributed wrapper that routes
requests to the appropriate node based on consistent hashing. The actual
data storage is handled by the primary storage adapter on each node.
This option allows you to choose which adapter to use for this local
storage. The configuration for the primary adapter is specified via the
:primary start option. The default value is Nebulex.Adapters.Local.

For example:
defmodule MyApp.PartitionedCache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Partitioned
end
Providing the :primary_storage_adapter:
defmodule MyApp.PartitionedCache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Partitioned,
    adapter_opts: [primary_storage_adapter: Nebulex.Adapters.Local]
end
Where the configuration for the cache must be in your application environment,
usually defined in your config/config.exs:
config :my_app, MyApp.PartitionedCache,
  primary: [
    gc_interval: :timer.hours(12),
    gc_memory_check_interval: :timer.seconds(10),
    max_size: 1_000_000,
    allocated_memory: 2_000_000_000
  ]
If your application was generated with a supervisor (by passing --sup
to mix new) you will have a lib/my_app/application.ex file containing
the application start callback that defines and starts your supervisor.
You just need to edit the start/2 function to start the cache as a
supervisor on your application's supervisor:
def start(_type, _args) do
  children = [
    {MyApp.PartitionedCache, []},
    ...
  ]
See Nebulex.Cache for more information.
Configuration options
This adapter supports the following configuration options:
	:primary (keyword/0) - Configuration options passed to the primary storage adapter specified via
:primary_storage_adapter. The available options depend on which adapter
you choose. Refer to the documentation of your chosen primary storage
adapter for the complete list of supported options. The default value is [].

	:hash_ring (keyword/0) - Configuration options for the consistent hash ring used to distribute keys
across cluster nodes. The hash ring maps each key to a node using virtual
nodes (vnodes), which enables:
	Minimal key redistribution when nodes join or leave.
	Even distribution of keys across nodes.
	Efficient node lookup for cache operations.

See ExHashRing.Ring.start_link/2 for the complete list
of supported options.
The default value is [].

	:rejoin_interval (timeout/0) - The interval in milliseconds at which the RingMonitor periodically
rejoins the :pg group to force ring synchronization across all cluster
nodes.
Purpose: This mechanism helps handle race conditions during concurrent
node startups by ensuring all nodes eventually have a consistent view of
the hash ring. Even if some join events are missed during initial cluster
formation, each rejoin triggers new notifications that force ring updates.
Trade-offs:
	Shorter intervals (e.g., 10 seconds):
	Faster consistency convergence.
	More overhead from frequent rejoin events and notifications.
	Better for highly dynamic clusters with frequent node changes.


	Longer intervals (e.g., 60 seconds):
	Lower overhead and reduced network traffic.
	Slower eventual consistency.
	Fine for stable clusters that don't change frequently.



Default (30 seconds): Works well for most use cases, balancing
consistency and overhead.
The default value is 30000.

	:node_filter (function of arity 1) - An optional 1-arity function that filters which cluster nodes are
added to the hash ring. The function receives a node name
(node/0) and must return true to include the node in the
ring, or false to exclude it. Only nodes present in the ring
will be selected to cache data.
Excluded nodes are still part of the cache cluster (:pg group),
so the cache remains fully usable from them — reads, writes, and
all other operations work transparently, routing to ring nodes
as usual.
By default, all nodes that join the cluster are added to the
hash ring.
Function Captures
Due to how anonymous functions are implemented in the Erlang VM,
it is best to use function captures (&Mod.fun/1) as node filters.
In other words, avoid using literal anonymous functions
(fn ... -> ... end) or local function captures (&my_filter/1)
as they cannot be serialized across distributed nodes.
See the "Node Filter"
section for more information and examples.


Shared runtime options
When using the partitioned adapter, all of the cache functions outlined in
Nebulex.Cache accept the following options:
	:timeout (timeout/0) - The time in milliseconds to wait for a cache command to finish.
This timeout applies to RPC calls made to remote nodes during partitioned
cache operations. Since the partitioned adapter routes requests across
cluster nodes, network latency and node load affect execution time.
Set to :infinity to wait indefinitely. If a timeout occurs, the
operation fails with an error. Note that the underlying cache operation
may still complete on the remote node asynchronously.
The default value is 5000.


Stream options
The stream command supports the following options:
	:on_error (:raise | :nothing) - Controls error handling during stream evaluation across cluster nodes.
When streaming entries from a partitioned cache, the adapter evaluates the
stream on each cluster node. Since this involves RPC calls to remote
nodes, failures can occur due to:
	Network issues or RPC timeouts.
	Errors on the remote node.
	Temporary node unavailability.

Options:
	:raise (default) - Raise an exception immediately when an error
occurs on any node. The stream evaluation stops, and no further nodes
are queried.

	:nothing - Skip errors silently and continue. Returns only
successful results from nodes that responded without errors.
Useful for resilience in environments where temporary node
failures are acceptable.


The default value is :raise.


Telemetry events
Since the partitioned adapter depends on the configured primary storage
cache (which uses a local cache adapter), this one will also emit Telemetry
events. Therefore, there will be events emitted by the partitioned adapter
as well as the primary storage cache. For example, the cache defined before
MyApp.PartitionedCache will emit the following events:
	[:my_app, :partitioned_cache, :command, :start]
	[:my_app, :partitioned_cache, :primary, :command, :start]
	[:my_app, :partitioned_cache, :command, :stop]
	[:my_app, :partitioned_cache, :primary, :command, :stop]
	[:my_app, :partitioned_cache, :command, :exception]
	[:my_app, :partitioned_cache, :primary, :command, :exception]

As you may notice, the telemetry prefix by default for the cache is
[:my_app, :partitioned_cache]. However, you could specify the
:telemetry_prefix for the primary storage within the :primary options
(if you want to override the default). See the
Telemetry guide
for more information and examples.
Adapter-specific telemetry events
The RingMonitor process emits the following Telemetry events during the
lifetime of the partitioned cache:
	telemetry_prefix ++ [:ring_monitor, :started] - Dispatched when the
RingMonitor process starts.
	Measurements: %{system_time: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom
}



	telemetry_prefix ++ [:ring_monitor, :joined] - Dispatched when the
RingMonitor has successfully joined the :pg group to enter the cluster.
	Measurements: %{system_time: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom
}



	telemetry_prefix ++ [:ring_monitor, :nodes_added] - Dispatched when
nodes are added to the hash ring.
	Measurements: %{system_time: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  nodes: [atom]
}



	telemetry_prefix ++ [:ring_monitor, :nodes_removed] - Dispatched when
nodes are removed from the hash ring.
	Measurements: %{system_time: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  nodes: [atom]
}



	telemetry_prefix ++ [:ring_monitor, :exit] - Dispatched when the
RingMonitor receives an EXIT signal.
	Measurements: %{system_time: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  reason: term
}



	telemetry_prefix ++ [:ring_monitor, :stopped] - Dispatched when the
RingMonitor process terminates.
	Measurements: %{system_time: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  reason: term
}




Info API
As explained above, the partitioned adapter depends on the configured primary
storage adapter. Therefore, the information the info command provides will
depend on the primary storage adapter. The Nebulex built-in adapters support
the recommended keys :server, :memory, and :stats. Additionally, the
partitioned adapter supports:
	:nodes_info - A map with the info for each node.
	:nodes - A list with the cluster nodes.

For example, the info for MyApp.PartitionedCache may look like this:
iex> MyApp.PartitionedCache.info!()
%{
  memory: %{total: nil, used: 344600},
  server: %{
    cache_module: MyApp.PartitionedCache,
    cache_name: :partitioned_cache,
    cache_adapter: Nebulex.Adapters.Partitioned,
    cache_pid: #PID<0.1053.0>,
    nbx_version: "3.0.0"
  },
  stats: %{
    hits: 0,
    misses: 0,
    writes: 0,
    evictions: 0,
    expirations: 0,
    deletions: 0,
    updates: 0
  },
  nodes: [:"node1@127.0.0.1", ...],
  nodes_info: %{
    "node1@127.0.0.1": %{
      memory: %{total: nil, used: 68920},
      server: %{
        cache_module: MyApp.PartitionedCache.Primary,
        cache_name: MyApp.PartitionedCache.Primary,
        cache_adapter: Nebulex.Adapters.Local,
        cache_pid: #PID<23981.823.0>,
        nbx_version: "3.0.0"
      },
      stats: %{
        hits: 0,
        misses: 0,
        writes: 0,
        evictions: 0,
        expirations: 0,
        deletions: 0,
        updates: 0
      }
    },
    ...
  }
}
Extended API
This adapter provides some additional convenience functions to the
Nebulex.Cache API.
Retrieving the primary storage or local cache module:
MyCache.__primary__()
Retrieving the cluster nodes associated with the given cache name:
MyCache.nodes()
Get a cluster node based on the given key:
MyCache.find_node("mykey")

MyCache.find_node!("mykey")
Joining the cache to the cluster:
MyCache.join_cluster()
Leaving the cluster (removes the cache from the cluster):
MyCache.leave_cluster()
Transactions
The partitioned adapter supports distributed transactions via
Nebulex.Distributed.Transaction, which uses Erlang's :global module for
cluster-wide lock coordination.
Automatic Cluster Coordination: Transactions automatically coordinate
locks across all nodes in the partitioned cache cluster. The adapter
internally determines which nodes participate in the cluster (via hash ring)
and ensures locks are acquired across all of them.
Example:
# Transaction with fine-grained locking (recommended)
MyCache.transaction(fn ->
  # Lock is coordinated across all cluster nodes
  counter = MyCache.get!(:counter, default: 0)
  MyCache.put!(:counter, counter + 1)
end, keys: [:counter])

# Multi-key transaction
MyCache.transaction(fn ->
  alice = MyCache.get!(:alice)
  bob = MyCache.get!(:bob)

  MyCache.put!(:alice, %{alice | balance: alice.balance - 100})
  MyCache.put!(:bob, %{bob | balance: bob.balance + 100})
end, keys: [:alice, :bob])
Important: Always specify the :keys option to enable fine-grained
locking and allow concurrent transactions on different keys. Without keys,
a global lock is used, which serializes all transactions across the entire
cluster and severely impacts performance.
Cross-Partition Transactions: When keys hash to different partitions
(nodes), the transaction still works correctly by acquiring locks across all
relevant nodes. However, keep in mind that cross-partition transactions are
more expensive due to the distributed coordination overhead.
See Nebulex.Distributed.Transaction for more information about transaction
options, behavior, retry policies, and performance considerations.
Node Filter
By default, every node that joins the cluster is added to the hash ring and
therefore is selected to cache data. The :node_filter option lets
you control which nodes are part of the ring.
This is useful when certain nodes in the cluster should act as clients
only — for example, background job runners, test nodes, or admin consoles
— that need to use the cache but should not store any data locally.
Excluded nodes are still part of the cache cluster, so the cache remains
fully usable from them — reads, writes, and all other operations work
transparently, routing to ring nodes as usual.
Example
# In your supervision tree
children = [
  {MyApp.PartitionedCache, node_filter: &MyApp.NodeFilter.cache_node?/1},
  ...
]

# In your application code
defmodule MyApp.NodeFilter do
  # Only nodes whose name starts with "cache@" will be part of the hash ring
  def cache_node?(node) do
    node
    |> to_string()
    |> String.starts_with?("cache@")
  end
end
Caveats of partitioned adapter
For operations that receive anonymous functions as arguments, such as
Nebulex.Cache.get_and_update/3, Nebulex.Cache.update/4,
Nebulex.Cache.fetch_or_store/3, and Nebulex.Cache.get_or_store/3,
etc., there's an important consideration: these anonymous functions are
compiled into the module where they are created. Since the distributed adapter
executes operations on remote nodes, these functions may not exist on the
target nodes.
To ensure these operations work correctly in a distributed environment, you
must provide functions from modules that exist on all nodes in the cluster.
This can be achieved by:
	Using named functions from modules that are available across all nodes.
	Defining the functions in a shared module that's loaded on every node.
	Using function references that can be serialized and transmitted.

Example of the recommended approach:
# Instead of anonymous functions, use named functions from shared modules
defmodule MyApp.CacheHelpers do
  def increment_value(current_value) do
    (current_value || 0) + 1
  end
end

# Use the named function in cache operations
MyCache.get_and_update("counter", &MyApp.CacheHelpers.increment_value/1)
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Adapter module for the replicated cache topology using push-based replication.
Features
	Replicated cache topology with eager push-based replication.
	Zero-latency local reads — all data is replicated on every node.
	Writes are applied locally and replicated to all peers via buffered RPC.
	Double-buffered outbox and inbox for high-throughput batched replication.
	"Newer version wins" conflict resolution via wall-clock versioning.
	Optional anti-entropy reconciliation to detect and repair data drift.
	Configurable primary storage adapter.

Replicated Cache Topology
The replicated adapter provides an "eager push replication" pattern. Each
node maintains its own local cache. Writes are applied locally first, then
batched and pushed to all peer nodes via RPC. On the receiving side, an
inbox buffer applies remote commands to the local primary cache using
"newer version wins" semantics.
Key characteristics:
	Local Storage: Each node has a local cache. All read operations
are served directly from the local cache with no network overhead.

	Push-Based Replication: When a cache entry is modified, the
change is buffered in an outbox and periodically pushed to all peer
nodes in a single batched RPC call.

	Conflict Resolution: Uses wall-clock versioning
(System.system_time()) with "newer version wins" semantics.
Timestamps are comparable across nodes (assuming NTP sync),
so concurrent writes to the same key are resolved correctly
regardless of which node originated the write.

	Double-Buffered I/O: Both outbox (sending) and inbox (receiving)
are backed by PartitionedBuffer.Map, which provides double-buffered
ETS tables for zero-downtime processing — writes continue while the
previous batch is being processed. See PartitionedBuffer.Map for
more details on the buffering mechanism.


How It Works
        Node A                      Node B                        Node C
  ┌───────────────┐           ┌───────────────┐             ┌───────────────┐
  │  Local Cache  │           │  Local Cache  │             │  Local Cache  │
  │   (primary)   │           │   (primary)   │             │   (primary)   │
  └──┬─────────┬──┘           └──┬─────────┬──┘             └──┬─────────┬──┘
     │         │                 │         │                   │         │
     ▼         ▼                 ▼         ▼                   ▼         ▼
┌────────┐ ┌────────┐       ┌────────┐ ┌────────┐        ┌────────┐ ┌────────┐
│ Inbox  │ │ Outbox │       │ Inbox  │ │ Outbox │        │ Inbox  │ │ Outbox │
└────────┘ └───┬────┘       └───▲────┘ └────────┘        └───▲────┘ └────────┘
               │                │                            │
               │ replicate ->   │                            │
               └────────────────┘────────────────────────────┘
                Batched RPC from Node A Outbox to peer Inboxes

Example: put on Node A

  Client ── put("k", "v") ──▶ Node A Local Cache (write locally)
                                   │
                                   ├──▶ Inbox (tagged :local, skip on process)
                                   └──▶ Outbox (buffered)
                                             │
                                        flush cycle
                                             │
                            ┌────────────────┼────────────────┐
                            ▼                                 ▼
                       Node B Inbox                      Node C Inbox
                      (tagged :remote)                  (tagged :remote)
                            │                                 │
                       process cycle                     process cycle
                            │                                 │
                            ▼                                 ▼
                      Node B Cache                       Node C Cache
                     put("k", "v")                      put("k", "v")
Write flow
	Node A modifies a cache entry (e.g., Cache.put("key", value)).
	The value is written to the local primary cache immediately.
	The command is written to the inbox (tagged :local, for conflict
resolution) and to the outbox.
	On the next outbox flush cycle, all buffered commands are sent to
peer inbox buffers via a single RPC.multicall with put_all_newer.
	On each peer, the inbox applies remote commands to the local
primary cache (skipping :local entries).

Read flow
	Node B reads "key" from its local cache.
	If hit → return immediately (zero latency).
	If miss → return cache miss (data hasn't been replicated yet or
was evicted locally).

Node join (push-based bootstrap)
When a new node joins the cluster, existing nodes push data to it
rather than the new node pulling from a peer. This avoids the
overwrite problem inherent in pull-based bootstrap, where the
bootstrapping node's timestamp would be newer than any prior write
version, potentially overwriting more recent data.
	New node joins the :pg group.
	All existing ClusterMonitor processes receive the :join event
via :pg.monitor_scope/1.
	A simple leader election (smallest node name by Erlang term
ordering) ensures exactly one existing node pushes data,
avoiding duplicate work.
	The leader streams its local cache entries to the new node via
RPC, using :put_new commands — entries are written only if
the key does not already exist on the new node, preserving any
data it received via normal replication in the meantime.
	If the primary storage adapter is Nebulex.Adapters.Local, the
new node resets the GC interval on all cluster nodes to
synchronize generation rotation and prevent premature eviction.
	After bootstrap, new writes propagate automatically via the
normal replication flow. Anti-entropy reconciliation (if enabled)
repairs any entries missed during bootstrap.

When to Use
The replicated adapter is ideal for:
	Read-Heavy Workloads: Maximum read performance since all reads
are served locally.
	Small to Medium Datasets: Data that fits in memory on every
node.
	Low-Latency Write Propagation: Writes are batched and pushed
eagerly, minimizing the consistency window.
	When Eventual Consistency Is Acceptable: There is a small
window between a write and its replication to peers.

Primary Storage Adapter
This adapter depends on a local cache adapter (primary storage), adding a
push-based replication layer on top of it. You don't need to manually
define the primary storage cache; the adapter initializes it automatically
as part of the supervision tree.
The :primary_storage_adapter option (defaults to Nebulex.Adapters.Local)
configures which adapter to use for the local storage. Options for the
primary adapter can be specified via the :primary configuration option.
Usage
The cache expects the :otp_app and :adapter as options when used.
The :otp_app should point to an OTP application with the cache
configuration. Optionally, you can configure the desired primary storage
adapter with the option :primary_storage_adapter (defaults to
Nebulex.Adapters.Local). See the compile time options for more information:
	:primary_storage_adapter (atom/0) - The adapter module used for the primary (local) storage on each cluster
node. The replicated adapter wraps this local adapter and adds push-based
replication on top of it. This option allows you to choose which adapter
to use for the local storage. The configuration for the primary adapter
is specified via the :primary start option. The default value is Nebulex.Adapters.Local.

For example:
defmodule MyApp.ReplicatedCache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Replicated
end
Providing a custom :primary_storage_adapter:
defmodule MyApp.ReplicatedCache do
  use Nebulex.Cache,
    otp_app: :my_app,
    adapter: Nebulex.Adapters.Replicated,
    adapter_opts: [primary_storage_adapter: Nebulex.Adapters.Local]
end
Configuration in config/config.exs:
config :my_app, MyApp.ReplicatedCache,
  primary: [
    gc_interval: :timer.hours(12),
    max_size: 1_000_000
  ],
  replication: [
    interval: :timer.seconds(1),
    batch_size: 1_000
  ]
Add the cache to your supervision tree:
def start(_type, _args) do
  children = [
    {MyApp.ReplicatedCache, []},
    ...
  ]

  opts = [strategy: :one_for_one, name: MyApp.Supervisor]
  Supervisor.start_link(children, opts)
end
See Nebulex.Cache for more information.
Configuration Options
This adapter supports the following configuration options:
	:primary (keyword/0) - Configuration options passed to the primary storage adapter specified via
:primary_storage_adapter. The available options depend on which adapter
you choose. Refer to the documentation of your chosen primary storage
adapter for the complete list of supported options. The default value is [].

	:replication (keyword/0) - Configuration options for the push-based replication layer. Controls
how often buffered commands are flushed, batch sizes, RPC timeouts,
and retry behavior. The default value is [].
	:interval (pos_integer/0) - How often (in milliseconds) the outbox and inbox buffers swap tables
and run the processing cycle. Lower values mean faster replication
but more frequent task spawning. Maps to the :processing_interval_ms
option of PartitionedBuffer.Map. The default value is 1000.

	:batch_size (pos_integer/0) - Number of entries to read from ETS per batch when flushing the outbox
and inbox buffers. The processor is called once per batch. Maps to
the :processing_batch_size option of PartitionedBuffer.Map. The default value is 1000.

	:timeout (pos_integer/0) - Timeout in milliseconds for the RPC multicall when replicating
buffered commands to peer nodes. The default value is 60000.

	:retries (non_neg_integer/0) - Number of times to retry replicating to a failed peer node before
giving up. The default value is 3.

	:retry_delay (pos_integer/0) - Delay in milliseconds between replication retry attempts. The default value is 100.

	:partitions (pos_integer/0) - Number of partitions for the inbox and outbox buffers. More
partitions reduce contention under high write concurrency.
Maps to the :partitions option of PartitionedBuffer.Map.
Defaults to System.schedulers_online().

	:anti_entropy_interval (pos_integer/0) - Interval in milliseconds between anti-entropy reconciliation
cycles. When set, a background process periodically picks a
random peer, compares bucket-hashed Merkle digests of the local
and remote caches, and repairs only the divergent keys by
writing them through the inbox (preserving "newer version wins"
semantics).
Disabled by default (not present). Set to a positive integer
to enable, e.g., :timer.minutes(1).

	:bootstrap_chunk_size (pos_integer/0) - Number of entries to push per RPC call when an existing node
bootstraps a newly joined peer. The local cache is streamed and
shipped chunk-by-chunk, bounding peak heap usage on both sender
and receiver regardless of the total cache size. Smaller values
reduce peak memory; larger values reduce RPC overhead. The default value is 1000.




Extended API
This adapter provides some additional convenience functions to the
Nebulex.Cache API.
Retrieving the primary storage or local cache module:
MyCache.__primary__()
Retrieving the cluster nodes associated with the given cache name:
MyCache.nodes()
Joining the cache to the cluster:
MyCache.join_cluster()
Leaving the cluster (removes the cache from the cluster):
MyCache.leave_cluster()
Telemetry events
Since the replicated adapter depends on the configured primary storage
cache (which uses a local cache adapter), this one will also emit Telemetry
events. Therefore, there will be events emitted by the replicated adapter
as well as the primary storage cache. For example, the cache defined before
MyApp.ReplicatedCache will emit the following events:
	[:my_app, :replicated_cache, :command, :start]
	[:my_app, :replicated_cache, :primary, :command, :start]
	[:my_app, :replicated_cache, :command, :stop]
	[:my_app, :replicated_cache, :primary, :command, :stop]
	[:my_app, :replicated_cache, :command, :exception]
	[:my_app, :replicated_cache, :primary, :command, :exception]

As you may notice, the telemetry prefix by default for the cache is
[:my_app, :replicated_cache]. However, you could specify the
:telemetry_prefix for the primary storage within the :primary options
(if you want to override the default). See the
Telemetry guide
for more information and examples.
Adapter-specific telemetry events
The replication process emits the following Telemetry span events when
flushing buffered commands to peer nodes:
	telemetry_prefix ++ [:replication, :start] - Dispatched when a
replication batch starts being sent to peer nodes.
	Measurements: %{system_time: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  peers: [atom]
}



	telemetry_prefix ++ [:replication, :stop] - Dispatched when a
replication batch completes (successfully or with errors).
	Measurements: %{duration: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  peers: [atom],
  errors: [{term, atom}]
}



	telemetry_prefix ++ [:replication, :exception] - Dispatched when a
replication batch raises an exception.
	Measurements: %{duration: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  peers: [atom],
  kind: :error | :exit | :throw,
  reason: term(),
  stacktrace: [term()]
}



	telemetry_prefix ++ [:replication, :discarded] - Dispatched when a
replicate-side buffer write (inbox or outbox) raised and was swallowed
to preserve the {:ok, _} | {:error, _} contract of the calling cache
operation. The local primary already holds the write; only the
replication-side bookkeeping for this specific call is lost. Typical
cause is a cache shutdown race where the buffers stop before the
primary (rest_for_one order). Inbox and outbox writes are independent
— a single user operation may emit zero, one, or two :discarded
events.
	Measurements: %{system_time: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  buffer: :inbox | :outbox,
  key: term(),
  command: {atom, [term()]},
  kind: :error | :exit | :throw,
  reason: term(),
  stacktrace: [term()]
}


Operationally: enable :anti_entropy_interval to have peers
reconciled automatically on the next AE cycle. Without anti-entropy,
a discarded write stays local until the same key is written again
(which produces a fresh replication attempt).


The :errors field in the :stop metadata is a list of {error, node}
tuples for each peer node that failed to receive the replication batch.
An empty list indicates all peers were updated successfully. When errors
occur, the replicator retries failed nodes up to :retries times with
a :retry_delay between attempts (see :replication options).
Bootstrap events
When a new node joins the cluster and an existing node pushes data to it
(push-based bootstrap), the following Telemetry span events are emitted on
the pushing node:
	telemetry_prefix ++ [:bootstrap, :start] - Dispatched when
an existing node starts pushing entries to a newly joined node.
	Measurements: %{system_time: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  peer: atom
}



	telemetry_prefix ++ [:bootstrap, :stop] - Dispatched when
the bootstrap push completes successfully.
	Measurements: %{duration: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  peer: atom,
  total: non_neg_integer
}



	telemetry_prefix ++ [:bootstrap, :exception] - Dispatched when
the bootstrap push raises an exception.
	Measurements: %{duration: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  peer: atom,
  kind: :error | :exit | :throw,
  reason: term(),
  stacktrace: [term()]
}




Anti-entropy events
When anti-entropy reconciliation is enabled (:anti_entropy_interval),
the following Telemetry span events are emitted each cycle:
	telemetry_prefix ++ [:anti_entropy, :start] - Dispatched when
an anti-entropy cycle starts.
	Measurements: %{system_time: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  peer: atom
}



	telemetry_prefix ++ [:anti_entropy, :stop] - Dispatched when
an anti-entropy cycle completes.
	Measurements: %{duration: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  peer: atom,
  repaired: non_neg_integer,
  divergent_buckets: non_neg_integer
}



	telemetry_prefix ++ [:anti_entropy, :exception] - Dispatched when
an anti-entropy cycle raises an exception (e.g., RPC failure to the
selected peer).
	Measurements: %{duration: non_neg_integer}

	Metadata:
%{
  adapter_meta: %{optional(atom) => term},
  node: atom,
  peer: atom,
  kind: :error | :exit | :throw,
  reason: term(),
  stacktrace: [term()]
}




Bootstrap and anti-entropy: primary-cache events
The internal cache commands the bootstrap and anti-entropy paths issue
against the primary storage (entry streaming, per-entry ttl lookups on
the source, and put_new/put applications on the receiver) are emitted
with telemetry: false. This suppresses the Nebulex cache command events
on the primary storage, so the primary cache's stats counters
(:hits, :writes, etc.) are not incremented either.
This is intentional: bootstrap and anti-entropy are infrastructure
operations, not application traffic. Counting them per entry would inflate
hit-rate and write-rate dashboards by the cache's full size on every
redeploy or AE cycle, and would generate enough per-entry metadata to
put pressure on the BEAM heap on large caches.
Per-cycle visibility is preserved through the dedicated :bootstrap and
:anti_entropy span events documented above — total (entries pushed)
and repaired / divergent_buckets (entries reconciled) are reported in
the :stop metadata.
Asymmetry with normal replication
Normal replication of user-driven put/delete operations emits
telemetry on every replica that applies the write — bootstrap and
anti-entropy do not. Two telemetry prefixes are involved: the replicated
cache's own (telemetry_prefix ++ [:command, …]) and the primary
storage's (telemetry_prefix ++ [:primary, :command, …]). Which
*, :stop event fires for each operation:
	Operation	Replicated	Primary
	Cache.put on the entry node	✓	✓
	Same put applied on each replica	—	✓
	Bootstrap push to a joining node	—	—
	Anti-entropy repair on a divergent peer	—	—

Concretely: a Cache.put on node A in a 3-node cluster fires the
replicated event once (on A) and the primary event three times (on A,
B, and C, as the same write lands locally and is applied on each replica
through the inbox). Bootstrapping a fourth node D with the same data
fires neither event for the bootstrapped entries.
Two consequences for dashboards:
	Aggregating the primary event across replicas over-counts user
writes by the replication fanout (one event per replica) and
under-counts anything bootstrap or anti-entropy populated. For
cluster-wide rates of user-driven activity, count the replicated
event instead — it fires exactly once per user call.
	After a bootstrap or anti-entropy repair, a replica's primary
:writes counter will be lower than its peers' even though the
primary contents converge. The primary prefix is still the right
signal for per-replica health (e.g., "is replica B applying
replication?") — just read it per-node, not summed across replicas.

Anti-Entropy Reconciliation
The replicated adapter supports optional anti-entropy reconciliation
to detect and repair data drift between nodes. This can happen after
missed replication batches (e.g., brief network partitions or node
outages). Anti-entropy is also the recommended recovery mechanism
when [:replication, :discarded] events are observed, since those
writes never reach peers on their own.
When enabled via :anti_entropy_interval, a background process runs
periodically on each node:
	Picks a random peer.
	Builds a bucket-hashed digest (1024 fixed buckets, XOR of key/value
hashes) of the local cache.
	Fetches the peer's digest via RPC.
	Compares digests to find divergent buckets.
	For divergent buckets, fetches the peer's actual entries (with TTLs).
	Writes them through the inbox, preserving "newer version wins"
conflict resolution.

This approach is based on the anti-entropy reconciliation technique
originally described in the Amazon Dynamo paper (DeCandia et al., 2007)
and widely adopted by distributed databases like Apache Cassandra and
Riak. The specific implementation follows Riak's Active Anti-Entropy
(AAE) design most closely: instead of building a full Merkle tree over
individual keys (expensive to build and compare), keys are hashed into
a fixed number of buckets and each bucket stores the XOR of its
key/value hashes. This bucket-based approach provides precise
divergence detection with minimal overhead — only the entries in
divergent buckets need to be fetched and compared.
Configuration
config :my_app, MyApp.ReplicatedCache,
  replication: [
    interval: :timer.seconds(1),
    anti_entropy_interval: :timer.minutes(1)
  ]
Omit :anti_entropy_interval to disable (default).
Caveats
	Replication Latency: There is a window (up to the
:interval replication option) between when a write occurs on
one node and when it is replicated to peers. During this window,
peers may serve stale data.

	Memory Usage: Every node holds a full copy of the cache. This
topology is best suited for datasets that fit in memory on all nodes.

	Queryable Operations: General queries (get_all, count_all,
stream) operate on the local cache only. delete_all operates
locally and replicates the deletion to all peer nodes.

	Shutdown Race: During cache shutdown the buffers stop before
the primary store (:rest_for_one order). An in-flight write that
lands during that window writes its value to the local primary but
its replication is dropped and a [:replication, :discarded] event
is emitted. Since the node itself is shutting down, peers retain
consistency on their side; a replacement node bootstraps from a
peer on rejoin.
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        with_dynamic_cache(adapter_meta, action, args)

      


        Helper function to use dynamic cache for internal primary cache storage
when needed.
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Helper function to use dynamic cache for internal primary cache storage
when needed.

  


        

      


  

    
Nebulex.Distributed.Cluster 
    



      
This module is used by cache adapters for distributed caching functionality.

      


      
        Summary


  
    Functions
  


    
      
        find_node(ring, key)

      


        Finds a node in the ring.



    


    
      
        join(name)

      


        Joins the node where the cache name's supervisor process is running to the
name's node group.



    


    
      
        leave(name)

      


        Makes the node where the cache name's supervisor process is running, leave
the name's node group.



    


    
      
        monitor_scope()

      


        Wrapper for :pg.monitor_scope/1.



    


    
      
        pg_child_spec()

      


        Returns the :pg child spec.



    


    
      
        pg_nodes(name)

      


        Returns the list of nodes joined to given name's node group.



    


    
      
        pg_scope()

      


        Returns the :pg scope.



    


    
      
        ring_nodes(ring)

      


        Returns the list of nodes in the ring.
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      find_node(ring, key)



        
          
        

    

  


  

      

          @spec find_node(ExHashRing.Ring.ring(), any()) ::
  {:ok, node()} | {:error, Nebulex.Error.t()}


      


Finds a node in the ring.

  



  
    
      
    
    
      join(name)



        
          
        

    

  


  

      

          @spec join(name :: atom()) :: :ok


      


Joins the node where the cache name's supervisor process is running to the
name's node group.

  



  
    
      
    
    
      leave(name)



        
          
        

    

  


  

      

          @spec leave(name :: atom()) :: :ok


      


Makes the node where the cache name's supervisor process is running, leave
the name's node group.

  



  
    
      
    
    
      monitor_scope()



        
          
        

    

  


  

      

          @spec monitor_scope() :: reference()


      


Wrapper for :pg.monitor_scope/1.

  



  
    
      
    
    
      pg_child_spec()



        
          
        

    

  


  

      

          @spec pg_child_spec() :: Supervisor.child_spec()


      


Returns the :pg child spec.

  



  
    
      
    
    
      pg_nodes(name)



        
          
        

    

  


  

      

          @spec pg_nodes(name :: atom()) :: [node()]


      


Returns the list of nodes joined to given name's node group.

  



  
    
      
    
    
      pg_scope()



        
          
        

    

  


  

      

          @spec pg_scope() :: atom()


      


Returns the :pg scope.

  



  
    
      
    
    
      ring_nodes(ring)



        
          
        

    

  


  

      

          @spec ring_nodes(ExHashRing.Ring.ring()) :: [node()]


      


Returns the list of nodes in the ring.

  


        

      


  

    
Nebulex.Distributed.RPC 
    



      
RPC utilities.

      


      
        Summary


  
    Types
  


    
      
        mfa_call()

      


        Task callback



    


    
      
        node_mfa_call()

      


        Group entry: node -> NFA call



    


    
      
        node_mfa_map()

      


        Node group



    


    
      
        reducer_acc()

      


        Reducer accumulator



    


    
      
        reducer_fun()

      


        Reducer function spec



    





  
    Functions
  


    
      
        call(node, mod, fun, args, timeout \\ 5000)

      


        Evaluates apply(mod, fun, args) on node node and returns the corresponding
evaluation result.



    


    
      
        multi_mfa_call(node_group, timeout \\ 5000, reducer_acc \\ {[], []}, reducer_fun \\ default_reducer())

      


        Similar to multicall/7, but it allows specifying the MFA per node.



    


    
      
        multicall(nodes, mod, fun, args, timeout \\ 5000, reducer_acc \\ {[], []}, reducer_fun \\ default_reducer())

      


        In contrast to a regular single-node RPC, a multicall is an RPC that is sent
concurrently from one client to multiple servers. The function evaluates
apply(module, fun, args) on the specified nodes and collects the answers.
Then, evaluates the reducer_fun function on each answer.
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      mfa_call()



        
          
        

    

  


  

      

          @type mfa_call() :: {module(), atom(), [any()]}


      


Task callback

  



  
    
      
    
    
      node_mfa_call()



        
          
        

    

  


  

      

          @type node_mfa_call() :: {node(), mfa_call()}


      


Group entry: node -> NFA call

  



  
    
      
    
    
      node_mfa_map()



        
          
        

    

  


  

      

          @type node_mfa_map() :: %{optional(node()) => mfa_call()} | [node_mfa_call()]


      


Node group

  



  
    
      
    
    
      reducer_acc()



        
          
        

    

  


  

      

          @type reducer_acc() :: any()


      


Reducer accumulator

  



  
    
      
    
    
      reducer_fun()



        
          
        

    

  


  

      

          @type reducer_fun() :: (result :: any(), node_mfa_call() | node(), reducer_acc() ->
                    any())


      


Reducer function spec

  


        

      

      
        Functions


        


    

  
    
      
    
    
      call(node, mod, fun, args, timeout \\ 5000)



        
          
        

    

  


  

      

          @spec call(node(), module(), atom(), [any()], timeout()) :: any()


      


Evaluates apply(mod, fun, args) on node node and returns the corresponding
evaluation result.
A timeout, in milliseconds or :infinity, can be given with a default value
of 5000.
Example
iex> Nebulex.Distributed.RPC.call(node(), Map, :new, [[]])
%{}

  



    

    

    

  
    
      
    
    
      multi_mfa_call(node_group, timeout \\ 5000, reducer_acc \\ {[], []}, reducer_fun \\ default_reducer())



        
          
        

    

  


  

      

          @spec multi_mfa_call(node_mfa_map(), timeout(), reducer_acc(), reducer_fun()) :: any()


      


Similar to multicall/7, but it allows specifying the MFA per node.
Example
iex> node = node()
iex> alias Nebulex.Distributed.RPC
iex> RPC.multi_mfa_call(%{node => {Map, :new, [[foo: :bar]]}})
{[{{:"primary@127.0.0.1", {Map, :new, [[foo: :bar]]}}, %{foo: :bar}}], []}
iex> RPC.multi_mfa_call(%{node => {Map, :new, [[foo: :bar]]}}, 1000)
{[{{:"primary@127.0.0.1", {Map, :new, [[foo: :bar]]}}, %{foo: :bar}}], []}
iex> RPC.multi_mfa_call(
...>   %{node => {Map, :new, [[foo: :bar]]}},
...>   1000,
...>   {[], []}
...> )
{[{{:"primary@127.0.0.1", {Map, :new, [[foo: :bar]]}}, %{foo: :bar}}], []}

  



    

    

    

  
    
      
    
    
      multicall(nodes, mod, fun, args, timeout \\ 5000, reducer_acc \\ {[], []}, reducer_fun \\ default_reducer())



        
          
        

    

  


  

      

          @spec multicall(
  [node()],
  module(),
  atom(),
  [any()],
  timeout(),
  reducer_acc(),
  reducer_fun()
) :: any()


      


In contrast to a regular single-node RPC, a multicall is an RPC that is sent
concurrently from one client to multiple servers. The function evaluates
apply(module, fun, args) on the specified nodes and collects the answers.
Then, evaluates the reducer_fun function on each answer.
Example
iex> alias Nebulex.Distributed.RPC
iex> RPC.multicall([node()], Map, :new, [[foo: :bar]])
{[{:"primary@127.0.0.1", %{foo: :bar}}], []}
iex> RPC.multicall([node()], Map, :new, [[foo: :bar]], 1000)
{[{:"primary@127.0.0.1", %{foo: :bar}}], []}
iex> RPC.multicall([node()], Map, :new, [[foo: :bar]], 1000, {[], []})
{[{:"primary@127.0.0.1", %{foo: :bar}}], []}

  


        

      


  

    
Nebulex.Distributed.RingMonitor 
    



      
A GenServer that keeps the consistent hash ring in sync with the
current cluster topology for distributed Nebulex adapters.
The RingMonitor is started automatically as part of the partitioned
cache supervision tree. It performs the following duties:
	Cluster subscription - Subscribes to Erlang's :pg (process
groups) via Nebulex.Distributed.Cluster.monitor_scope/0 to
receive join and leave notifications for the cache's group.

	Ring synchronisation - When nodes join or leave the cluster,
the RingMonitor adds or removes them from the ExHashRing.Ring,
ensuring key-to-node mappings stay up to date.

	Periodic rejoin - To handle race conditions during concurrent
cluster startup (where some nodes may miss initial join events),
the RingMonitor periodically rejoins the :pg group at the
interval configured by :rejoin_interval (default: 30 seconds).
Because :pg joins are idempotent, this forces all nodes to
refresh their ring view and guarantees eventual consistency.


Telemetry events
The RingMonitor emits Telemetry events under
telemetry_prefix ++ [:ring_monitor, event]. See the
"Adapter-specific telemetry events" section in
Nebulex.Adapters.Partitioned for the full list of events,
measurements, and metadata.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.
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      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  


        

      


  

    
Nebulex.Distributed.Transaction 
    



      
Default transaction implementation for distributed cache adapters.
This module provides a transaction implementation based on Erlang's :global
module for distributed locking across multiple nodes. It is designed for
distributed cache topologies such as partitioned, multilevel, and replicated
caches where transactions need to coordinate across a cluster of nodes.
Distributed adapters in the nebulex_distributed package use this module
via use Nebulex.Distributed.Transaction to inherit the :global-based
transaction implementation.
How It Works
The transaction mechanism uses :global.set_lock/3 to acquire distributed
locks across specified nodes:
	Lock acquisition: Attempts to acquire locks for specified keys (or a
global lock if no keys are specified) across all nodes in the cluster.
	All-or-nothing: If any lock cannot be acquired, all partial locks are
released and the transaction is aborted.
	Execution: Once all locks are acquired, the transaction function
executes.
	Lock release: Locks are released in an after block to ensure cleanup
even if the transaction fails.

Lock Scope
Global Lock (Not Recommended)
When no keys are specified, a global lock is used, serializing all
transactions across the cluster:
MyCache.transaction(fn ->
  # Critical section - entire cache is locked
end)
Warning: This approach severely impacts performance as all transactions
are serialized, regardless of which keys they access.
Fine-Grained Locking (Recommended)
Specify the keys involved to enable concurrent transactions on different keys:
MyCache.transaction(fn ->
  # Only :counter is locked
  counter = MyCache.get(:counter)
  MyCache.put(:counter, counter + 1)
end, keys: [:counter])
Multiple processes can run transactions concurrently as long as they don't
access the same keys.
Nested Transactions
Nested transactions are supported. If a transaction is already in progress
(detected via process dictionary), the nested transaction executes without
attempting to acquire locks again:
MyCache.transaction(fn ->
  # Outer transaction acquires locks

  MyCache.transaction(fn ->
    # Nested transaction - reuses outer locks
  end)
end)
Node Coordination
By default, locks are acquired only on the local node ([node()]). For true
distributed transactions, specify all nodes in the cluster:
MyCache.transaction(
  fn ->
    # Critical section
  end,
  keys: [:key1],
  nodes: [node() | Node.list()]
)
This ensures the transaction is coordinated across all nodes in the cluster.
💡 Important Note
When using any distributed adapter (Nebulex.Adapters.Partitioned,
Nebulex.Adapters.Multilevel, etc.), you do not need to specify the
:nodes option. The adapters automatically determine and set the nodes
based on the cluster topology.
Performance Considerations
	Fine-grained locking: Always specify keys to maximize concurrency.
	Lock contention: Multiple transactions on the same keys will serialize.
	Network overhead: Distributed lock coordination adds latency.
	Retry mechanism: Failed lock acquisitions retry indefinitely by default
(configurable via :retries option).

Use Cases
This implementation is suitable for:
	Distributed caches running across multiple nodes.
	Strong consistency requirements across the cluster.
	Atomic operations on cache entries that need cluster-wide coordination.
	Partitioned caches where transactions may span multiple partitions.

For single-node scenarios, consider using a local locking mechanism like
Nebulex.Locks (used by nebulex_local) for better performance.
Options
	:keys (list of term/0) - The list of keys the transaction will lock. Since the lock ID is generated
based on the key, the transaction uses a fixed lock ID if the option is
not provided or is an empty list. Then, all subsequent transactions
without this option (or set to an empty list) are serialized, and
performance is significantly affected. For that reason, it is recommended
to pass the list of keys involved in the transaction. The default value is [].

	:nodes (list of atom/0) - The list of the nodes where to set the lock.
The default value is [node()].
Note: When using Nebulex.Adapters.Partitioned or
Nebulex.Adapters.Multilevel, this option is automatically set by the
adapter based on the cluster topology. You do not need to specify it
manually, and if you do, it will be overridden by the adapter.

	:retries (:infinity | non_neg_integer/0) - If the key has already been locked by another process and retries are not
equal to 0, the process sleeps for a while and tries to execute the action
later. When :retries attempts have been made, an exception is raised. If
:retries is :infinity (the default), the function will eventually be
executed (unless the lock is never released). The default value is :infinity.


Examples
Basic Transaction with Fine-Grained Locking
# Increment a counter atomically
MyCache.transaction(fn ->
  counter = MyCache.get!(:counter, default: 0)
  MyCache.put!(:counter, counter + 1)
end, keys: [:counter])
Multi-Key Transaction
# Transfer balance between two accounts
MyCache.transaction(fn ->
  alice = MyCache.get!(:alice)
  bob = MyCache.get!(:bob)

  MyCache.put!(:alice, %{alice | balance: alice.balance - 100})
  MyCache.put!(:bob, %{bob | balance: bob.balance + 100})
end, keys: [:alice, :bob])
Distributed Transaction Across Cluster
# With Partitioned or Multilevel adapters (nodes automatically determined)
MyCache.transaction(fn ->
  # Critical section coordinated across cluster
  # Nodes are automatically discovered via :pg
  value = MyCache.get!(:shared_resource)
  MyCache.put!(:shared_resource, update(value))
end, keys: [:shared_resource])

# With custom adapters or direct module usage (manual node specification)
nodes = [node() | Node.list()]

MyCache.transaction(fn ->
  # Critical section coordinated across specified nodes
  value = MyCache.get!(:shared_resource)
  MyCache.put!(:shared_resource, update(value))
end, keys: [:shared_resource], nodes: nodes)
Transaction with Custom Retry Policy
# Limit retry attempts to avoid indefinite blocking
MyCache.transaction(
  fn ->
    # Critical section
  end,
  keys: [:key1],
  retries: 5
)
|> case do
  {:ok, result} ->
    # Transaction succeeded
    ...

  {:error, %Nebulex.Error{reason: :transaction_aborted}} ->
    # Failed to acquire locks after retries
    ...
end
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